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Who we are?



Julich Supercomputing Centre

GCS

Gauss Centre for Supercomputing

2005 ” JUMP, 9 TFlop/s
2010 JUROPA+HPC-FF JUGENE, 1 PFlop/s
300 TFlop/s
JUQUEEN
JURECA, 5.9 PFlop/s
2015 2.2 PFlop/s i
\ . JURECA Booster

JUWELS Cluster ;5 PFlop/s

2018 12 PFlop/s \
JUWELS

2020 JURECA Cluster k Booster

Successor % >70 PFlop/s

JUWELS |
a2 Cluster A

Successor

General Purpose Highly Scalable

Exascale Modular Supercomputer




Anatomy of a supercomputer

Login Nodes: Normal machines, for compilation, data transfer, scripting, etc.

No GPUs.

Compute Nodes: Guess what?

o For compute! With GPUs! &

High-speed, ultra-low-latency network

Shared networked file systems

Some numbers we should (more or less) know about them:

o Nodes

o Cores, Single-core Performance

o RAM

o Network: Bandwidth, Latency

o Accelerators (e.g. GPUs)

User . 0“'

8 Sl.lbrn it o bS

User

Submit jobs

Gauss Centre for Supercomputing

Login nodes

Compuse noda
Campuse node
Compute node

Caompise node

Compuse node




How to measure the power of HPC on Al?

GCS

Gauss Centre for Supercomputing

Use Standardized Benchmarks (e.g., MLPerf)

» well-defined workloads for measuring Al performance
« Covers diverse tasks

Latency and Bandwidth Profiling

* Measure GPU-to-GPU and GPU-to-CPU bandwidth
Evaluate Compute Throughput

« Track GPU utilization efficiency

End-to-End Time-to-Train

« Total wall-clock time to reach a target accuracy

* Includes data preprocessing, model training, and evaluation




Standardized Benchmarks for Al?

GCS

Gauss Centre for Supercomputing

Enable Fair Comparison Across Systems
Track Progress Over Time

Encourage Hardware and Software Co-Design




MLPerf

AlgoPerf: Training Algorithms Benchmark Results

Gauss Centre for Supercomputing

MLPerf Client
MLPerf Inference
MLPerf Storage

MLPerf Training

MLPerf Training: HPC




Used resources

Jewels Booster G ‘ S
 #Nodes: 936

« CPU: MD EPYC 7402 processor; 2 sockets, 24 cores per socket S Upercomputing

«  Memory: 512 GB DDR4-3200 RAM

* GPU: 4 x NVIDIAA100 Tensor Core GPU with 40 GB; connected via NVLink3

* Network: 4 x Mellanox HDR200 InfiniBand ConnectX 6 (200 Gbit/s each)

» Periphery: CPU, GPU, and network adapter are connected via 2 PCle Gen 4
switches with 16 PCle lanes going to each device

S

66 | &3 | 66
69]701 71}




Used resources

J(?di (one rack of Jupiter) G C S

#Nodes: 48 Gauss Centre for Supercomputing
« CPU: NVIDIA Grace (Arm Neoverse-V2), 72 cores
 Memory: 520 GB LPDDR5X
« GPU: 4 * NVIDIA Hopper H100, 132 multiprocessors, 96 GB HBM3 memory
* Network: 4* Infiniband NDR (Connect-X7)
« Periphery: NVLink-C2C CPU-to-GPU link at 900 GB/s




Connection tests

Throughput (GB/
S
o

NCCL-Tests

Intra-node test
Inter-node test

Intra-node connection speed (single node)

el i 12 NVLinks3 A100 (600 GB/s)

—e— NVIDIA A100-SXM4-40GB-Juwels-Booster
—&— Tesla V100-SXM2-16GB-Juwels-Cluster

| —— nviDIA GH200-120GB-Jedi

----- 6 NVLinks2 V100 (300 GB/s)

----- 18 NVLinks4 (6 links per GPU-GPU) GH200 (900 GB/s)

7B 80B 8128 8KB 82KB 832KB 8MB 84MB 852MB 8GB
Size

Gauss Centre for Supercomputing




Throughput (GB/s)

Connection tests

NCCL-Tests
* Intra-node test
* Inter-node test

Inter-node connection speed (RING Algo)

200 __________________ == Sttt ettt
—e— Tesla V100-SXM2-16GB-Juwels-Cluster
—&— NVIDIA A100-SXM4-40GB-Juwels-Booster
1751 —e— NVIDIA GH200-120GB-Jedi
----- 2 EDR InfiniBand (50 GB/s used in V100 (Juwels Cluster))
----- 4 HDR InfiniBand (200 GB/s used in A100 (Juwels Booster))
150 7| ----- [2NDR InfiniBand (200 GB/s used in GH200 (Jedi)) |
125 A
4 NDR IB (200 GB/s used in GH200 (Jedi)
100 -
75 1
50 =g gy
251
0 o

7B 80B 812B 8KB 82KB 832KB 8MB 84MB 852MB
Size

Gauss Centre for Supercomputing




: HPC

ining

MLPerf Tra

OpenFold
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Open Catalyst

Cosmoflow

OpenFold
AlphaFold2

Experimental

DeepCAM
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1.7 TB compressed tfrecord data

524K training samples
65k validation sample

Simulation of dark matter
cosmological parameters

CosmoFlow
A highly optimized and scalable deep learning application that predicts the
Dataset

8TTXT

9 TB uncompressed tfrecord data
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Training considerations
* 1/O bound: Data transfer speed — not CPU. (e.g., reading from disk, network, or a G C S

Gauss Centre for Supercomputing

database)

» Training large number of small samples

* Optimization Focus:
» Faster disks (e.g., SSDs instead of HDDs)
« Caching and prefetching data

« Compute bound: CPU (or GPU) processing power — not data movement
« Training small number of large samples
* Optimization Focus:
» Offloading to GPU

* Algorithmic improvements




CosmoFlow Challenge

I/O bound task

« Optimization focus: Uncompress and Moving data to node local storage

Options:
« Using dcp (mpifilutils): 10 mins (uncompressed data)

« Using thread pool executor in python with the help of C++ script (NVIDIA

implementation 2022)

Challenges: Heavy load on the file system with many files
Spawwing 524,000 threads at the same time is too much!!

Application

| rumnatic NG
=n—

=n—>
=n—>
o>

Runnable

Thread Pool

Task Queue
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Gauss Centre for Supercomputing




What is ThreadPoolExecutor?

* Runs tasks in parallel using multiple threads

Gauss Centre for Supercomputing

» Helps speed up I/0O-bound, like file transfers or downloads

* You submit tasks using .submit() or .map() and get results when they're done

concurrent.futures import ThreadPoolExecutor
t time

do work(task id):

print(f"Task {task id} started."
time.sleep(2)

print(f"“Task {task id} finished.")

sult from task-{task id}*

ThreadPoolExecutor(max workers=3) as executor:
futures = [executor.submit(do work, i) for i in range(5)]
for future in futures:

result = future.result()
print(result)




Adopting Juwels Booster for heavy load

* Limiting spawning threads to 16,000 at the same time

Gauss Centre for Supercomputing

Staging time: Moving data from file system uncompressing the data, and writing to RAM nodes.

20 A

18.5

15 1

13.5

Staging Time (seconds)

JUWELS Booster (FZ)) Eos (NVIDIA)




CUDA Graph

CUDA Graph is a way to speed up GPU operations by reducing overhead

Gauss Centre for Supercomputing

Normally, launching GPU tasks has some small delays — CUDA Graph removes that
delay
It records a sequence of operations (like a flowchart), then replays them efficiently

Best for repeating the same set of GPU tasks many times (e.g. in training loops)

Launch A || Launch B || Launch C || Launch D || Launch E

Launch
Latency.A L» B ! C > D — E

time

By ___|

<
-

i
! Buid ! ' time saved
I == Launch Graph \
; Graph o p :




ted

1va

Acti

Cuda Graph

Deactivated

Cuda Graph

CUDA Graph

» CPU (256)
» Processes (7)
~ (@ [2193837] python
» CUDA HW (0000:03:00.0 - NVIt
~ Threads (114)
« v [2193837) pt_main_thre »

DALI
NCCL

NVTX

~ CUDA API
CUDA Overhead

»
x

~ v [2194294] [DALI[TP2JE »

« v [2194293] [DALI[TP1JE «

~ Processes (7)
~ () [2184833] python
» CUDA HW (0000:03:00.0 - NVIT
~ Threads (114)
~ [v] [2184980] pt_autograd. «
NCCL
» CUDA API
»
«
~ v|[2184833] pt_main_thre v
DALI
NCCL

~ CUDA API
CUDA Overhead
F »
«
« v [2185236] [DALI[TP3]E «

~ v/ [2185222] [DALI][TPOJE «
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Training Time/epoch: 11.4 s

2184833
2184833
2184833
2184833

2193837
2193837
2193837
2193837

2185236
2185222
2185230
2185235

CPU Overhead Reduction

2194294
2194293
2194292
2194295

[DALI][TP3]Executor
[DALI][TPO]Executor
[DALI][TP1]Executor
[DALI][TP2]Executor

[DALI][TP2]Executor
[DALI][TP1]Executor
[DALI][TPO]Executor
[DALI][TP3]Executor

Gauss Centre for Supercomputing




Conclusion

DCP is easy to use for transferring files G C S

Gauss Centre for Supercomputing

Using a thread pool and a helper function in C++ speeds up transfer for many
compressed files

CosmoFlow data staging takes 18.5 seconds on JUWELS Booster — 5 seconds
slower than NVIDIA Eos

CUDA Graph boosted performance by 21%
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