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Deploying LLMs in HPC infrastructure –  
Why bother? 

•  First universities in Germany start to provide LLM based chatbots from 2024 onward [8] 

•  Mostly use proprietary services like Microsoft Azure for LLM access 

•  Large Language Models as a Service (LLMaaS) faces several challenges: 

•  Cuts to university funding stifle additional expenditures  

•  Compliance with Germanies strict data privacy laws 

•  Political discourse over digital sovereignty drives push for national solutions 
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Deploying LLMs in HPC infrastructure –  
Why bother? 

•  July 2024: Ministry for Culture and Science of the State of North Rhine-Westphalia funds  
„Open Source-KI.nrw“ as part of the state strategy for access of generative AI at NRW universities [9] 

•  Main goal: explore implementation of a scalable LLM provisioning infrastructure in an HPC environment 

•  September 6th, 2024: University of Cologne (UoC) puts RAMSES into operation [5] 

•  Strong focus on data privacy and security 

•  Innovative feature: 10 Kubernetes nodes with access to 164 compute nodes 

•  Opens possibilities for cloud-native applications inside HPC infrastructure 
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Usecase: chatbot LLM inference 
Key requirements 

•  Provide 24/7 access from web to LLMs deployed 
on HPC compute nodes 

•  Ensure application-agnostic access 

•  Separate cloud-based and HPC-based 
components 

•  Only add functionality that is required 

•  AI application requirements are in flux 

•  „You aren‘t gonna need it“-principle 

Trappen et al. 2025 
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Usecase: chatbot LLM inference 
Web access 

•  Most chatbot applications consume the OpenAI-
API standard 

•  Authentication handled via bearer token 

•  Models are selected via a property inside the 
JSON of the POST body 

•  Web Gateway as compatible entry to the 
inference stack 

•  Handles authentication and validation 

•  Relies on a PostgreSQL database for 
persistence 

Trappen et al. 2025 
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Usecase: chatbot LLM inference 
Database 

•  Database schema handles two domains 

•  Authentication (API keys) 

•  Model-Mapping 

•  Multiple API keys per tenant (1:N) 

•  Multiple configurations per model (1:N) 

•  Configurations define min, max and requested 
number of model instances 

•  Jobs define state of corresponding Slurm jobs 

•  Endpoints define state of vLLM instances 
inside a given Slurm job 

Trappen et al. 2025 
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Usecase: chatbot LLM inference 
Routing 

•  Request properties are validated and forwarded to 
the corresponding vLLM instance running inside a 
Slurm job 

•  Information about model, node, port and vLLM 
access token available from the database 

•  Currently naive load balancing 

•  vLLM responses are returned via the Web 
Gateway to the requesting application 

•  Privacy first: only parent tenant id and 
requested model id metrics are collected 

Trappen et al. 2025 
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Managing HPC infrastructure 
Key requirements & components 

•  Focus on first usecase:  
Deploy LLMs for chatbot inference 

•  Architecture should allow for replacement of 
individual components as requirements change 

•  Kubernetes for cloud-native management and 
scaling of components 

•  Slurm for HPC-native efficient 
resource management 

•  vLLM as high-throughput LLM  
inference engine [7] 

Trappen et al. 2025 
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Managing HPC infrastructure 
Scheduling 

•  Job Worker (1) checks database state for 
missing model instances 

•  In case of missing instances, new instance is 
requested via Slum Submit (2) 

•  Accepts SSH connection, submits new Slurm 
job based on preconfigured model files  

•  New Slum job is started via HPC-native  
Slurm (3) 

•  Dedicated user account with (currently) 
dedicated partition 

•  Configurations prevent oversubmission of jobs 
in relation to available hardware 

Trappen et al. 2025 
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Managing HPC infrastructure 
Allocation 

•  Slurm Script (4) exectuted by sbatch performs 
CURL to the Endpoint Gateway (5) 

•  Contains job id, node name and randomly 
generated bearer token for the vLLM instance 

•  Endpoint Gateway (5) checks node state and 
assigns free port, registers job with database 

•  On Success: vLLM container is started with 
assigned parameters returned from CURL 

•  On Failure: job is terminated 

Trappen et al. 2025 
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Managing HPC infrastructure 
Monitoring 

•  Endpoint Worker (6) continuously polls vLLM 
health-endpoints (7) on all nodes 

•  Manages database state for endpoints 

•  Depending on database state, different actions 
are performed 

•  Mark endpoint as ready for inference 

•  Remove endpoint (startup took too long) 

•  Remove endpoint (Slurm job expired) 

Trappen et al. 2025 
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Managing HPC infrastructure 
Observability 

•  Metrics Gateway (8) provides secured endpoints 
for Prometheus and Grafana  

•  Prometheus HTTP Service Discovery 
endpoint enables vLLM metrics scraping from 
Kubernetes by providing information about 
dynamic vLLM targets in Slurm jobs 

•  E.g., node, port, bearer token 

•  Grafana Webhook endpoint accepts requests 
to scale model instances up / down 

•  Updates model configurations in database 

Trappen et al. 2025 
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Scaling up (and down) 

•  Grafana enables monitoring of each vLLM 
instance, providing insights into hardware load 

•  Simply scaling by concurrent requests is 
arbitrary in context of LLMs 

•  Using alerts, conditions for scaling up and down 
can be granularly configured for each model 

•  By triggering web hooks from an alert, this allows 
for dynamic scaling based on hardware load 

•  E.g., queue time > 5 seconds for 30 seconds 

•  JSON POST from Grafana to Metrics Gateway 

Trappen et al. 2025 
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Performance 
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•  Benchmarking done via vLLM serve-benchmark 

•  Model: Mistral Small 3.2 24B Instruct 2506, default parameters 

•  Dataset: Burst-GPT_without_fails_2 

•  3 loads: 100, 500, 1000 concurrent requests 

•  2 scenarios: vLLM only, Web Gateway to vLLM 

•  2 configurations: 

•  GPU-S: 2x NVIDIA L40S (2x48GB) 

•  GPU-L: 1x NVIDIA H100 (1x96GB) 

•  50 runs per combination of load, scenario and configuration 



Performance - Mistral Small 3.2 24B Instruct 2506  
GPU-S: 2xL40S (2x48GB) 
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Performance - Mistral Small 3.2 24B Instruct 2506  
GPU-S: 2xL40S (2x48GB) 
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•  Total request duration and TPOT favors Web Gateway, but with increased E2EL at 100/1000 requests 

•  Outlier: TTFT noticeably lower for vLLM node at 500 requests (500ms – 23.34%) 

•  However, E2EL favors Web Gateway in this scenario 

•  vLLM logs show queuing from 255 concurrent requests onward, suggesting a hardware bottleneck 

•  We suspect queuing to influence how requests are handled between vLLM and Web Gateway;  
will need to investigate further 



Performance - Mistral Small 3.2 24B Instruct 2506  
GPU-L: 1xH100 (1x96GB) 
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Performance - Mistral Small 3.2 24B Instruct 2506  
GPU-L: 1xH100 (1x96GB) 
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•  Total request duration favors vLLM node across all scenarios 

•  E2EL and TTFT favor vLLM node from 500 requests upward 

•  Outlier: TPOT lower for Web Gateway from 500 requests upward (lower by 37.21% / 43.45%) 

•  Outlier: TTFT higher for Web Gateway for 1000 requests by nearly 1 second (41.95%) 

•  vLLM logs show no queuing, suggesting hardware is sufficient 

•  We suspect caching, networking or scaling issues in the Web Gateway at high concurrency with sufficient 
hardware; will need to investigate further 

•  Addendum: as of 12/5/25, we identified & solved a combination of Postgres resource allocation (vertical 
scaling) and configuration of connection pooling in the Web Gateway, leading to much improved TTFT at 
higher concurrencies 



Outlook:  
Improvements and AI inference beyond LLMs  

•  Keep improving Web Gateway perfomance beyond 1000 concurrent requests 

•  Implement Set-Aside / Pull-Through caching 

•  Optimize load balancing  

•  Implement load balancing accross multiple NRW HPC locations 

•  Optimize dynamic scaling paramters 

•  Migrate to the SLURM REST-API, offering even more control over HPC hardware provisioning 

•  Expand to other modalities (e.g., image, video, audio) 

•  Offer accessible ways to leverage hardware for fine-tuning and other resource-intensive AI tasks 
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